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1. Preliminaries
L. Useful Probability Density Functions

. 1 x—u)?
Gaussian: p(x) = Hsexp (— ¢ 2:2) )
Beta: p(x) = (1/B(r,s))x""1(1 — x)s7t
Gamma: p(x) = ((A)™"1/ T(x)Ae M
I1. Expectation & Variance Matrix
E[AX + b] = AE[X]+ b; E[X + Y] =
E[X] + E[Y]; Var(AX + b) = AVar(X)AT +
b; Var(X +Y) = Var(X) + Var(Y) +
2Cov(X,Y) if independent Cov = 0;
E[XTT] = E[X]E[Y]" if independent;
ElgX)] = [ g(x)f(x)dxifX €R, g:R* >
R; E[E[X|Y]] = E[X]; Var(X) =
E[Var(X|Y)] + Var(E[X|Y]); E(f(x)) <
f(E(x)) Jensen’s inequality f convex.
IV. Change of Variable
g is differentiable and invertible. ¥ = g(X) we
have py(y) = px(97 () - [det(Dg~* ()]
Dg~1(y) is the Jacobian of g~ evaluated at y.
V. Bayes’ Rule
p(xly) = B p(y) = Tip(vlx)p(x)
marginal likelihood, p(x|y) posterior, p(x)
prior, p(y|x) conditional likelihood.
V1. Gaussian Random Variables
Y=X+X~Nuy + uy, Zyy + Zpy)
Y = MX~N(Mpy, MZ,,MT)
Xa|Xp~N (g +ZapZ55(xXp — p1p), Ean —
2,5Z55Z54)
* Under Gaussian, affine transformations are
also Gaussian; uncorrelated < independent.
VII. MLE in Linear Regression
Wiz = argmax,, L1, log p(y;[x, w) =
argmin,, 7, (y; —w'x)? = X"X)7'XTY ,
w~ N ), 2 = (07:2X"X + 0;21) ", pu=
072 ZXTy. Wyigge = XTX + ADTXTY.
L1 Wy + A W], 5 L2: By + 2w [
2. Bayesian Linear Regression
I. Maximum a Posteriori Estimation
Wy 4p = argmax,, log p(y;|x;, w) + logp(w),
where log p(w) is the regularization term.

Wiap 12 = argminwlly - XW||§ + Z—é ||W||Z

—~ . 2 oZ
Wiap,u1 = argming ||y — Xw| , T Tn [lwl|
Predict test f*|x* — N(u"x*, x* T Zx*)
Predict new y*|x* — N(u"x*, x*TZx* + 02)
pt(w) = N(w; ut, Xt) recursive probabilistic
inference with 0(d?) parameters, time-
independent 0 (d) memory, O(nd?) round.
11. Aleatoric & Epistemic Uncertainty
Var(y*|x*) = Eg[Vary (y*[x",0)] +

Varg (E,-[y*|x", 0]), where the first term is
aleatoric uncertainty (data noise, irreducible),
the second term is epistemic uncertainty
(model noise, due to lack of data).
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II1. Non-linearity & Kernels

Define ® = ¢(X), kernel, with a gaussian
prior we have f|X ~ N(®E[w], ®Var(w)®T)
= N(0,62®®") = N(0, K). The kernel
function is k(x,x") = a5p ()T p(x") =
Cov(f(x), f(x")). A kernel matrix looks like

k(xl', xy) k(xl', X,)

K= . Predict with kernels:

k(1) k(%)

test point f|X, x* ~ N(0, K); new ¥|X, x* ~
N(0,K + a2I), where K = Jﬁff)ff)T, and @ =
[@ @(x)]".

3. Gaussian Processes

L. Basics & Definition

A Gaussian process is an infinite set of
random variables such that any finite
number of them a jointly Gaussian. Suppose
we have u: y = R, k: y X y = R such that A =

{x1,*,Xm} € x, have f4 = [fxl "'fxm]T ~
N(pa, Kga), where g = [u(xy) -+ u(ep)l",

k(xy,21) © k(X xm)

: 3 : f ~GP(u k).

k(X X1) - k(X Xn)
Given a mean function, covariance function,
and homoscedastic assumption, we have that
y|x*, 1k ~ N(u(x), k(x*, x*) + a2).
I1. Prediction & Inference
Predict with test x*, [f)i] |x*, x1., ~ N(ii, K),

k(x,xq)
N [k(x;x,,)]A
GP posterior: f|X1.n, Y1.n ~ GP(U', k"), where
1 (x) = p(x) + K5 4(Kap + 02D (Y4 — )
and k'(x, x") = k(x,x') — KL 4(Ka4 +
oxD) T ey 4. SO Y |X", X1, Y1n ~ N(U', K +
0;2) is the predictive posterior at test point x*.
* Not interested to get full predictive posterior
distribution, but to sample, but with 0(n?).
II1. Properties of Kernels
Symmetry k(x,x') = k(x', x) for x,x' € x;
K 44 is positive semi-definite for A € y;
stationary if k(x — x') = k(x, x"); isotropic
itk (||x - x'||2) = k(x,x").
* Isotropic implies stationary.
Compositions: k(x,x") = k,(x,x") +
kep (o, x); ke (2, x') = key (0, %) - Ky (2, x7);
k(x,x") = ¢ - ky(x,x") for a scale ¢ > 0;
k(x,x") = f(ki(x,x")) for polynomial f with
positive coefficients or f = exp-.
*If fy ~ GP(pa, k1), fo ~ GP(ug, k) then
f=h+fa~GP(uy + ua kg + k).
IV. Useful Kernels
Linear: k(x,x'; ¢) = ¢p(x)"¢p(x"), a GP with
linear kernel is just Bayesian linear regression.
RBF: k(x,x';1) = exp (—||x - x’||§/2!2)
Laplace: k(x,x’; ) = exp (—| lx — x’||2/l) ,
less smooth compare to RBF (gaussian) kernel.

Ku =

kx‘,A

~ [ Ha = _ Kas + 031
n= [H(x') , K= [ k(' x) ks

T
kx',A

Matern: k(x,x’;v,1) =

e, .
K\ ——/——); I' gamma function, K,, Bessel

21-v (\/ﬁﬂx—x’”Z)v

riwv) 1

function of second kind, v = 1/2 get Laplace,
v — oo get RBF.

* [ is length scale, larger [ smoother function.
V. Model Selection

Validation set optimization collapses the
uncertainty in f into a point estimate.
Maximizing the marginal likelihood avoids it.
Buie = argmaxo) pOrinlxim £, O)P(F10)df
VI. Approximation to Avoid 0(n3)

1. Local Method

When sampling at x only condition on the
samples x’ that are close, i.e. [k(x,x")| = 7 for
T > 0, instead of all samples. If T is chosen too
large, samples become essentially independent.
2. Kernel Approximation

Construct a low dimensional feature map

¢: R% - R™ that approximates the kernel
k(x,x') = ¢p(x)Tp(x"). Then apply Bayesian
linear regression getting O (nm? + m3).
Achieved by Fourier transformation: a
stationary kernel k can be interpreted as a
function in one variable, and has an associated
Fourier transform denoted by p(w): k(x —

x) = fp(w)ei“’T(""")dw. Bochner’s
theorem: A continuous stationary kernel on R%
is positive definite if and only if its Fourier
transform p(w) is non-negative. For gaussian

2
kernel p(w) = (21°1)*/? exp <—12 @ > We

can interpret a kernel as an expectation
k(x—x') = E[ein(""")] = E[cos(w"x —
oTx") + isin(w’x — 0Tx")] = z(x)Tz(x"),

z(x) = % (2,00, (), Z ) om0 (X)]T,
here w® ~i4 p and b® ~14 ynif ([0, 21]).
4. Variational Inference

L. Goal & Basics

Approximate the true (intractable) posterior
with a simpler posterior that is easy to

sample: (611, Y1) = 2P (8, YimlX1n) ~
q(812) = q;(0), where Z is intractable here.
11. Laplace Approximation
The idea is to use a Gaussian approximation (a
second-order Taylor approximation) of the
posterior distribution around its mode. The
Laplace approximation q of p is q(0) =
N(6;8,A1) = exp (1{7(0)) =

_ S 21
exp (logN (0; 0, —Hw(a) )), where
A=—Hy(8) = —Hglogp(0|x1.0, Y1:n)l 9=
the covariance matrix A~! needs to be
symmetric and positive semi-definite.

I11. Predictions with a Variational Posterior
P IX", X1 y10) = [ PO 1%7,0)q2(8)d6 if
we view it as an expectation over g, and
approximate via Monte Carlo sampling
Eo-q,lp('1x",0)] = 37 p(y*[x", 6)),
where 8; ~4 ;.

IV. Information Theory

Surprise of an event with probability

u: S[u] = —logu.

The entropy of a distribution p is the average
surprise of samples from p: H[p] =

Ex~p [S[P(x)]] = Ex~p [_ logp(x)]a lfp
discrete H[p] = — Y, p(x) log, p(x), if p
continuous H[p] = —f p(x) log, p(x) dx.
Gaussian: H[N(u,%)] = %log((Zn'e)d detX).
The cross-entropy of g relative to p is
H[pllq] = Exp[S[q(0)]] = Exp[-logq(x)].
Kullback-Leibler (KL) divergence measures

how different the distribution g is from p:
KL(Il9) = Hpllq] - HIp] = Eo-p [l0g20
Properties of KL divergence: KL(p||q) = 0;
KL(p|lqg) = 0 if and only if p = q almost
surely; there exists p, q such that KL(p||q) #
KL(qllq); HIpllq] = Hp] + KL(pllg) =
HIp].

Forward KL: q; = argmingKL(p||q).
Reverse KL: q; = argmingKL(q||p) greedily
select mode and underestimate variance.
Useful KL divergences:

KL(Bern(p)||Bern(q)) = p logs +(1-p) logi;_z

KL(N (up, Z5) 1IN (g, D) = é("(zalzp) + (up =

T._ det(z,)
#q) 231y — 1g) — d +1log det(}:z) )

V. Evidence Lower Bound
KL(qIIpC %10 V1)) = 108 P(V1m|X1:0) —
Egqllogp(y1:n, 01%1:0)] — H[q], where the
latter two terms can be denoted as
—L(q,p; Dy,), and (without the negative) it is
called the evidence lower bound (ELBO) given
the data D,, = {(x;, y;)}=,. Other forms:
L(q. p; Du) = Egq[log py1:n, 0 | x1.0) —logq(8)]
= Egg[log p(¥1m | 210, 8) + log p(6) — logg(8)]
= Egy[log p(y1.n | ¥1.0,0)] — KL{q]lp(-)) .

proximity fo prior

log-likelihood
VI. Reparameterization Trick

Given a random variable € ~ ¢ (which is
independent of 1) and given a differentiable
and invertible function g: R — R%. We let

6 = g(&;2). Then q;,(6) = ¢(e) -

|det(Deg(e; )|, Eg-q, £ (0)] =

Ec[f (g(e; 1)1, nice function f: R4 - Re.
ELOB: VEg._q,[f(0)] = Ec_4[Vaf (g(e; )]
Gaussian: q;(0) = N(0; 1,%2), 0 = g(e,2) =
22+ ue =g H(6; 1) = 27V%(0 — p),
¢(€) = q2(6)| det(z/?)|.

5. Markov Chain Monte Carlo Methods

I. Markov Chains

A Markov Chain over S = {0,+--,n—1}isa
sequence (X;)cen, € S, such that the Markov
property X¢rq L Xo.c—1|X; is satisfied. The
Markov property states that future behaviors is
independent of past states given present state.
A time-homogeneous Markov Chain can be
characterized by a transition function

p(x'|x) = P(X41 = x'|X; = x), the transition

p(xl.lxl) o p(g, x1)

matrix p = where each row

p(xalxn) - pCralxn)

sums to 1 (stochastic). The states of a Markov
Chain at t is a probability distribution q, €
RISl then we can have q,,, = q.P¥.

1I. Properties of Markov Chains
Stationary: A distribution 7 is stationary with
respect to the transition function p if and only
ifm(x) = Yresp(x|x)m(x"), can be written
as m = P with the transition matrix P.
Convergence: A Markov Chain converges to
its unique stationary distribution if and only if
we have }gg q; = m regardless of initial qj.

Ergodicity: A Markov Chain is ergodic if and
only if there exists a t € N, such that for any
x,x' € S we have p®(x'|x) > 0, where
p®(x'|x) is the probability to reach x” from x
in exactly t steps. Equivalently, for some t €
Ny all entries of P! are positive, or the Markov
Chain is irreducible and aperiodic. To make a
MC with P’ = 1/2 P 4+ 1/2I ergodic, take 1
as a stationary distribution of P, we have
nP'=1/2nP+1/27nl =m.
I11. Detailed Balance Equation
Ifr(x)p(x'|x) = n(x)p(x|x"), aMC
satisfies the detailed balance equation with
respect to a distribution 7, holds for any
x,x" € S. 1tis also called reversible to 7.
* If a finite MX is reversible to 7, then 7 is a
stationary distribution.
IV. Ergodic Theorem
Given an ergodic MC (X;)en,0ver a finite
state space S with stationary distribution 7 and
a function f:S - R, %Z?ﬂf(xl) -
Yxes T f(x) = Exn[f(x)] asn — o0, x; ~
X;|x;_1. This shows why MCMC is possible.
V. Metropolis-Hastings Algorithm
N (¥ |2) proposal
sample ¥ ~ r{(x' | %) d¥str1but10n,
sample 1t ~ Unif([0, 1]) given state x
if u < a(x’ | x) then update x + x proposes x'. The
acceptance

_ elseupdate x — x
distribution Bern(a(x'|x)) is shown:

a(x'|x) = min I,M = min LL(xe) >
p@r(¥'|x) a@r(x'|x)
with stationary distribution p(x) = %q( X).

VI. Gibbs Sampling




initialize x = [xy,...,x,] € R"
fort=1 to Tdo
pick a variable i uniformly at random from {1,..., n}
set X_; = [X1,. .., Xj_p, Xjs1se- . Xn]
update x; by sampling according to the posterior distribution
plxi | x)
A Gibbs distribution is a continuous

distribution p(x) = %exp(— f(x)), f is called

an energy function, f convex, log-concave. If
the posterior is a Gibbs distribution, then

a(x'|x) = min {Lr(x—!xV)EXp(f(x) - f(x'))}~
r(*'[x)
VII. MALA / LMC

r(x'|x) = N(x'; x — n.Vf(x),2n.I) log-
concave — convergence to stationary
distribution in polynomial time, use gradient
information for convergence.
VIIIL. SGLD
initialize &
fort=1 to Tdo
sample iy, ..., im ~ Unif({1,...,n}) independently
sample £ ~ N(0,2i,1)
0+ 0+ m(Vlcgp(ﬂ) + 5 Lty Vieg plyy | x,‘.,ﬂ}) +e
Guaranteed to converges with 7, = 0(t~/3).
6. Deep Learning
For Bayesian neural networks, we have a
Gaussian prior on weights 8 ~ N (0, gZI) and
Gaussian likelihood y|x, 8 ~ N(f (x; 8),02).

3 ! 2

We have Oy4p = argmmer‘g“euz +
2

z;zlzflﬂ(yl' — f(x;;8))" . Update § «

6(1-%n) + 7 T Viogp(lx, 6).
y|x,0 ~ N(f1(x; 0), exp(f,(x; 0))) is the

heteroscedastic noise when there are 2 outputs
f1, f> in a neural network. log p(y;|x;, 0) =
11 204 . (yi-u(x:0))*
logm > [loga (xi;0) + Tt
Calibration: freq(B,,) = LZL-EB,,[ 1{Y; = 1}

|Bml
1
conf(B,,) = ﬁZiEBmP(Yi = 1]x).

lpcs Zphos 22 |freq(B,,) — conf(B,,)|

bce max [freq(By,) — conf(By,)|

7. Active Learning

Idea: Use uncertainty to select training points.
1. Conditional & Joint Entropy

Conditional entropy H[X|Y = y] =

Ey~p(xiy) [~ log p(x]y)]; joint entropy

H[X; Y] = E(x,y)~p(x,y) [_ lOg p(x' Y)]
HIX,Y] = H[Y] + H[X|Y] = H[X] + H[Y|X];
H[X|Y] = H[Y|X] + H[X] — H[Y];

H[X|Y] < H[X].

I1. Mutual Information

I[X;Y] = H[X] — H[X|Y] = H[X] + H[Y] —
H[X,Y],I[X;Y] =I[Y; X].Gaussian Y = X +
€,X~N(X), e~ N(0,02D, I[X;Y] =
%log det (I + 0;,2%).

Conditional mutual information I[X;Y|Z] =
I[X;Y,Z] - I[X; Z), I[X;Y|Z] = I[Y; X|Z].
1I1. Maximizing Mutual Information
Monotone submodular function (objective)
1181 = I[f5; ys| = HIfs] - H[fs|ys]. Greedy
approach picks the locations x; through x,, for
the maximal mutual information, providing a
(1 — 1/e)-approximation of the optimum.

IV. Uncertainty Sampling

Xes1 = argmingd (f ye|Vs,), S; = {1, 2.}
does not distinguish aleatoric and epistemic.

V. Bayesian active learning by disagreement
Identifying points x where the models
disagrees about the label y,: x;41 =
argmax,l (6; yxlx1.c, y1.e) =

argmaxyH [yxlxl:t' yl:t] - E9|x1:t,y1:t[H [YXlg]]
8. Bayesian Optimization

1. Exploration & Exploitation

Exploration is choosing points that are
informative with respect to the unknow
function. Exploitation is choosing promising
points where we expect the function to have
high values.

II. Regret — Performance Metric

The regret for a time horizon T associated with

choices {x.}7_; is Ry = X7, (maxf*(x) -
X
f *(xt)). Tlim RT—T = 0 achieve sublinear regret.

111. Acquisition Functions — F

Tnitialize [ ~

G k] .
fort—1to T'do To pick next
chaose %) = ang max,c.y Fx i1 k() point to
observe v — flx) +o
pertorns a probabilistic update to obtain iy and i, SAMple.

IV. Upper Confidence Bound (UCB)

Xerq = argmaxyie (x) + Bry10:(x), 0p(x) =
+ k¢ (x, x), regulates how confident about the
model. B; = 0 leads to exploitation. §; — oo

leads to uncertainty sampling (exploration).

GP-UCB Ry = 0(Br(8)yrT). vr =
maxI(fs; ys) = max%log det(I + 0, %Kss).
V. Information Gain for Common Kernels
Linear yr = 0(d log T); Gaussian y; =
0((log T)4*1); Matern (v > 0.5) yp =

2v
0 (Tﬁ(log T)m).
9. Markov Decision Processes (MDP)
1. Basics & Definition
A finite MDP is specified by a finite set of
states X = {1,---,n}, a set of actions A =
{1, -+, m}, transition probabilities
p(xX'|x,a) = P(Xpy1 = X'|X, = x,A; = a), 2
reward function r: X X A — R maps current
state x and action a to some reward, induces a
sequence of rewards R, = r(X;, 4;). A policy
is a function that maps each state x € X to a
probability distribution over the actions. For
t > 0,7m(alx) = P(A; = a|X; = x), induces a
MC (X{) ¢en, With transition probabilities

pT(x'|x) = P(X[4y = x"|X[ =x) =
Yacam(alx)p(x'|x, a). The discounted payoff
from time ¢ is defined as G; = Y=o Y™ Rizmo
y € [0,1) is the discount factor. State value
function v[ (x) = E;[G;|X; = x] measures
the average discounted payoff from time ¢,
state x € X. State-action value function (Q-
function) q¥ (x, @) = E;[G:|X;, Al =
T(X, a) +y ZX’EX P(x’|x' a) v?+1(x,)
measures average discounted payoff from time
t, state x € X, action a € A. * q[ (x, a), v['(x)
are deterministic scalar-valued functions; the
discounted payoftf starting from a given state x
will be independent of the start time ¢.
11. Bellman Expectation Equation
v (x) = 7(2, (X)) + VE /|0y [V (x)]; for
stochastic policies v™(x) = Eqrx[q" (x, a)],
q"(x,a) =r(x,a) + YExxaEa'~n@ [q"(x',a")]; for
deterministic policies v™ (x) = q™ (x, w(x)).
111. Policy Evaluation
Ly [rem) :
v L"'(n)]'r ) e L(1|n,l1r(n))  p(nin 7))
= v" = (I — yP™)~1r" takes 0(n?) to solve.
Fixed-point iteration is faster, with B™ affine,
V"« B™W" =r" + yP™" fromt =1toT.
IV. Policy Optimization
Goal: m* = argmax.E;[G,], v*(x), ¢"(x, a).
Greedy: m,(x) = argmax,q(x,a), m,(x) =
argmax,r(x,a) +y X p(x'lx, a) v(x").
* v, q can be used interchangeably in this case.
Bellman: t* is optimal if and only if 7*(x) is
a distribution over the set argmax,q*(x, a).
For every state there is a unigue action that
maximizes the state-action value function, the
policy m*is deterministic and unique. The
optimal value functions v* and g*are a fixed-
point of Bellman update v* = max q*(x,a) =
max (%, @) + VE 5 q[v* (x")].
V. Policy & Value Iteration

mialice byl Policy iteration (shown on the
repea
left) guarantees to converge

compule v

PAILAW) - plalt,a(D)

compute 0(n?m/(1 —y)) to an optimal
it comeroed policy for finite
Initialize Valx) = rix,nlé = 0
Repear until cane MDPs. Value

ol
P Vidr) = ma, (50}
=it

iteration (below)
i AU only get e-optimal
policy, converges O(P) as v*, q* are fixed-
points of B*. * Latter is faster in general.

VI. Partial Observability (POMDP)
POMDP as MDP with enlarged state space.
Powerful but intractable. States with belief B =
A{L - n) = {b:{1,,n} > [0,1], Xy b(x) = 1},
actions same as MDP, transition model
(stochastic) P(Y;4q = y|bs, a) =

Y be(X)P(x'|x, a,)P(y|x"), state update

beea (') = 2 B b (P (Ko X, @) P (Ve 1),
reward function r(b;, a;) = X, b, (xX)r(x, a).

* Most belief never reached. Policy gradients!
10. Tabular Reinforcement Learning

L. Overview

A trajectory T = (7, Tq, -+ ) wWitht; =

(xi, a;, 73, x;41). Agent can choose any policy
(on-policy) or not using policy (off-policy),
learn the underlying MDP (model-based) or
learn the value function directly (model-free).
I. R, (ONP & MB)

add the fairy-tale state x* to the Markov decision process
set F{x,a) = Rmax forallx € Xanda e A
set plx* |xa)=1forallx € Xandac A
compiite the optimal policy 7 for f and p
fort =0 to ocdo
execute policy 7 (for some number of steps)
for each visited state-action pair (x,a), update #{x, 1)
estimate transition probabilities p(x’ | x,a)
after observing “enough” transitions and rewards, recompute the
_ optimal policy 7 according the current model p and 7.

With probability at least 1 — &, R4, reaches
an e-optimal policy in a number of steps that is
polynomial in |X|,|Al,T,1/€,1/6.

* For Ryqx, 0(n?m) space and O(nm) time.
I11. TD Learning (ONP & MF)

initialize V7 arbitrarily {e.g., as 0)
for £ =0 to codo

Update
follow policy 77 to cbtain the transition (x,a,7,x'} with
| VPl e (L= a)VT () + e (r+ 4V (x'))
bootstrap. If learning rate (a;) e, satisfies RM
and all state-action pairs are chosen infinitely
often, then V™ converges to v™ with prob. = 1.
*RM: ap = 0,20 = 0, Y202 < .
We can also use Q-function, then the update is
Q" (x,@) « (1 —a)Q™(x, @) + a,(r +vQ™(x',a")).
*oT(x) T +yvT(X), q"(x,a) = v +yq"(x',a’).
IV. Q-learning (OFP & MF)
initialize Q*(x, a) arbitrarily (e.g., as 0)
for i =0 to codo

observe the transition (x,a,r,x")

Q*(xa) = (1 —a)Q*(x,0) + ay(r + ymaxye o Q*(x',0'))
With probability at least 1 — &, Q-learning
converges e-optimal policy in number of steps
polynomial in log|X|,log|A|,1/€,1og1/§.
V. Optimistic Q-learning (OFP & MF)

R
Assume 0 < 7(x, @) < Riax, Viax = 1"“;’( >

max q*(x,a), we have the following
XEX,AEA N
initialize Q*(x,) = Vinax T2 (1 — )~
fort =0 to codo
pick action #; = argmax,_, Q*(x,4) and observe the transition
(x,ap,7, ")
Q*(x,ap) + (1 — ) Q*(x, ) + a(r + ymaxge 4 Q*(2',a'))

If T;i¢ 1s large enough, converges quickly.

* 0(nm) space, O(Tm) time, better than R,
11. Model-free Reinforcement Learning
0(]X]) space for value function store in a
table, O(|X| - |A]) for Q-function.
Approximation is the solution.

1. Value Function Approximation

Have a linear function @ with well-designed
feature map ¢, Q(x,a;0) = 0" p(x,a). 65 =

T +ymax Q*(x',a’; 0°'%) — Q" (x, a; 0) is the
difference between approximation and the
optimization target. Let [(8; x, a,7,x") = %(Sé.

Gradient @ « 0 — a,Vgl(.) © 0 < 0 +
a:6gP(x, a). * This demo is for Q-learning.
II. DON & DDON (from Q-learning)

2
loon(8;D) =33 (r +ymaxQ'(x,a’;6°) - Q' (x & 9))

Experience replay data D, cloned network to
keep constant NN across episode.

Lopen(8;D) = 23(r +yQ*(x', @’ (x'; 0); 6°9) — @ (x,; 9))”,
a’(x';0) = argmax,,Q° (x,a’;0). * Two Q’s DDQN;
DQN overestimates Q; large X small a.

I11. Policy Gradient

vj(0) = VE‘L'~7I9T(T) =Er g [r(®)Vlogmy ()]
unbiased, high variance, reduce with baseline.
IV. REINFORCE (ONP & MF) local minima

initialize policy weights ¢
repeat
generate an episode (i.e., rollout) to obtain trajectory T
fort=0to T—1do
L set g7 to the downstream return from time ¢
@ =@+ 1y 81V log (| x1)

/7 (12.41)

until converged

V. Actor Critic

initialize parameters @ and 0
repeat

Actor-critic
algorithms use a
baseline to reduce
variance. Improve
under compatibility
conditions.

use Ty to obtain transition (x, a,r, ')
5 =r+7Q(¥, mp(x'); 0) — Q(x, a;0)
// actor update
@+ @+ 17'Q(x,a;6)V log me(a | x)
// critic update
0 ¢ 0+ 15V Q(x,a;0)

until converged

12. Model-based Reinforcement Learning

Algorithm 13.1: Model-based reinforcement learning (outline)

start with an initial policy 7 and no (or some) initial data D

for several episodes do

roll out policy 7 to collect data

learn a model of the dynamics f and rewards r from data
plan a new policy m based on the estimated models

Algorithm 13.2: Model predictive contral, MPC

fort =0 to oo do
observe x;
plan over a finite horizon H,
HH-1
e Y 7" 'r(xnar) suchthatxeyy = flxrac)  (13.3)
i1 i)

Planning example

carry out action a;

Learn unknown dynamics: conditional
Gaussian, MAP (poor), Bayesian Learning.
Exploration — Exploitation dilemma, add noise,
Thomson sampling, optimistic exploration.

Algorithm 13.11: Thompson sampling

start with (possibly empty) data D = @ and a prior p(f) = p(f | D)
for several episodes do
sample a model f ~ p(- | D)
plan a new policy 7 to (approximately) maximize,
max Ju (7 f)
roll out policy 7 to collect more data
update posterior p(f | D)

13. Kalman Filter

start with a prior over initial states p(xo)

fort=1 to wdo i .
assume we have p(x; |1 ) Bayesian Filter
compute p(x; | y3,) using the new observation y; (conditioning)
compute p(x41 | y14) (prediction)

Xo~N(WX); Xey1 =FX¢ + €Y =HX +n F €
R4 H € R™; € ~ N(0,Z,); 0 ~ N(0,Z,).
Update: X¢v1|Y1:e401 ~ N(Ber1, Eera)s Ber = Fpe +
Keo1(Verr — HFpy), 2oy = (I — Koyt H)(FEFT +
20, Keyy = (FEFT + E)HT(H(FE FT + 2 )HT +
Ey)_lis Kalman gain. R

Prediction: Xy1|y1.e ~ N(Berr Zerr)s Besr = Faiy,
2,1 =FLFT+3,.
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